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Abstract—In component based enterprise systems, anomaly de-
tectors are commonly deployed on application-level components,
but not on lower-level functional components. When anomaly
alarms are triggered, system managers are expected to handle
them in a timely manner to avoid cascading failures. Excessive
large volume of anomaly alarms makes them impractical to
handle manually. Most existing root cause analysis methods are
based on the assumption that all components are monitored and
analysis are performed based on the time correlation of the
generated alarms. However, full monitoring coverage may not be
practical due to cost and complexity. In this paper, we present
RCSF, a root cause analysis method that targets at systems where
only application-level components are monitored by anomaly
detectors. The method analyzes the components performance
log on functional components and seek for most probable fault
propagation sequences based on anomaly analysis. We evaluate
the RCSF method based on real enterprise system data and
compare it with some baseline methods. Experimental results
show that our proposed method can effectively anchor the root
causes of failures by providing a short list of most probable
causes, and the performance is significantly improved compared
to the baseline methods.

I. INTRODUCTION

In a large distributed enterprise system, a monitoring system
is usually employed to monitor anomalies. When an anomaly
alarm is triggered, system managers should handle it in time
to avoid cascading failures. However, the increasing size and
complexity of enterprise applications makes anomaly manage-
ment highly challenging. Faults can arise from a large variety
of root-causes. The monitoring systems may generate a large
number of alarms every day, making it infeasible to analyze
them manually.

In a component based enterprise system, anomaly detectors
are commonly deployed to monitor application-level compo-
nents (business components), but not on functional compo-
nents, such as routing nodes and data nodes, due to high
cost and complexity of deployment. However, the root cause
of anomalies can be the failure of a functional component,
whereas most root diagnosis solutions, such as [5] and [10],
assume all components are monitored. In this paper, we
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propose RCSF, a root cause analysis method which does not
require full monitoring coverage of components. It performs
anomaly analysis on functional components based on their
performance logs and seeks most probable fault propagation
sequence between components. Our method is easy to deploy
on existing monitoring systems since performance logs are
commonly in place for functional components. Our real-data
experimental results show that our method can provide an
effective short list of most probable root cause sequences,
which can help system managers locate real root causes effi-
ciently. The comparison results with some baseline methods
also demonstrate a significant improvement on performance.
To the best of our knowledge, this paper is the first in the
literature which provides root cause analysis solutions for
enterprise systems with anomaly monitoring on application
level components only.

The rest of the paper is organized as follows. In Section 2,
we give an overview of related work in the literature. Section
3 give a description of the fault detection and root cause
identification problem we are going to solve. The methodology
are described in Section 4, followed by experimental results
in Section 5. In the last Section 6, we conclude our work and
state possible future work.

II. RELATED WORK

Root cause analyzing (RCA) and fault detection have been
well studied in computing system domain. Several techniques,
such as ping [4], heartbeat [1], and HTTP error code moni-
toring [12], are frequently used to check whether a physical
machine or an application is alive or not. There are also many
statistical learning methods designed to detect application-
level service failures in the system. For example, the work
in [7] models the web-based system into a weighted graph
and applies graph mining techniques to monitor the graph
sequences for failure detection. However, this approach can
only detect anomalies at the application level but cannot locate
the root causes of failures. The paper [5] presents the concepts
of causal and temporal correlation within a single conceptual
framework. However, these traditional rule-based approaches
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are not suitable in this case since the signals of faults are not
visible in the systems. Magpie [3] uses stochastic context free
grammar to model and monitor requests’ control flow across
multiple machines to detect component failures and localize
performance bottlenecks. The The work in [8] uses time series
analysis to model the dependency between system variables
for fault detection. However, in modern large distributed
systems, the asynchronization problem from different system
components compromises the effectiveness of the time series
approach. The PeerWatch [9], a fault detection and localization
tool, models the correlation between multiple instances based
on a statistical technique, called the canonical correlation
analysis (CCA), and utilizes the correlated components to
cross check the status of each application instance. However,
PeerWatch works on the virtualized consolidation systems,
which cannot be applied to the existing component-based
distributed systems. The paper [6] proposes a method that
focuses on offline event pattern analysis. In our situation, we
need an online solution. In addition, their solution does not
solve the same problem. The patterns of root-cause for the
burst of anomalies may be different in each time so we cannot
use the historical correlation knowledge. Instead we depend on
the pattern frequency.

III. PROBLEM DEFINITION

In this section, we first describe the background and the
motivation of the problem. We then present the problem by
describing its basic assumptions.

A. Background and Motivation

In a typical enterprise system, such as the one in en-
terprise T! , the number of functional components in the
system is in the scale of thousands. However, the number
of functional components related to a specific business com-
ponent is typically in the scale of dozens. Although the
number of functional components involved in an alarm may
be small, the number of possible invocation sequences that
triggered the alarm can be enormous due to the complex
invocation relationship among components. We call the graph
TCG (Transaction Call Graph). We can construct TCG using
discovery engine such as iQuilt [14]. For example, as shown
in Figure 1, functional components F'1, F'2, F4, F'5, F6, F'7
have invocation relationship with B1, and there are 10 possible
invocation sequences including ({F'1}, {B1}), ({F2},{B1}),
({F4}, {F1},{B1}), and ({F6},{F4}, {F1},{B1}), where
the first element denotes the root cause of alarms. Our goal
is to find the most probable fault propagation sequences and
the root causes of alarms. An automatic root cause analysis
system that effectively selects a short list of the most probable
fault propagation sequences and root causes can play an
important role in assisting system managers improve their
work efficiency on root cause analysis.

'We obscured the company name according to the submission guideline
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Fig. 1. Transaction Call Graph example

B. System Characters and Basic Assumptions

Designing a monitoring system for a large-scale distributed
data center is a challenging task due to its scale and complex-
ity. A single fault can cause multiple business components fail-
ure and deliver a large number of alarms to system managers.
For example, as we observed in the enterprise T’s Monitoring
System , millions of alarms are generated every day due to
various root causes. To provide the system administrators a
short list of most probable root causes and fault propagation
sequences, we designed RCSF system to automate the entire
process. Our solution is designed for enterprise systems with
the following properties:

1) It is a large-scale distributed enterprise system, where
the monitoring sensors are deployed on application-level
components, but not on functional components.

2) One root fault from a functional component may impact
many application-level components and lead to a large
number of alarms from different monitoring sensors.

3) Alarms resulting from one root cause appear within a
short period of time, e.g. in an hour or two.

4) System administrator can verify the root causes of alarms
given a short list of probable fault propagation sequences.

Our proposed solution also utilizes some additional proper-
ties that the enterprise system of company T possesses, which
are listed as follows:

1) Fault alarms are generated by the application-level busi-
ness components only. Since only the application-level
components are monitored.

2) Both the business components and the functional com-
ponents have the same performance patterns during each
daily cycle.

3) If some faults occur on a functional component, its per-
formance states show some anomalies correspondingly.

IV. METHODOLOGY

In this section, we describe the three major steps we use to
analyze the root cause of faults.
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A. Step 1:Anomalous functional components analysis

When a large number of anomaly alarms appear during
a small time interval, the root cause may be an anomaly
of a functional component which are related to the alarm
generating business components. The related functional com-
ponents can be retrieved using TCG. For example, as shown
in Figure 1, F1~F7 are the functional components related to
B1, B2. Our particular interest is to find components which
have had anomaly before alarms appear by comparing their
performance states with their historical performance states. We
then rate the level of anomaly of each component.

In the enterprise environment, the performance state of a
component consists of a set of sampling values. In our case,
the sampling time interval is set to be 1 minute. The sampling
target is the Key Performance Indicator (KPI) of a component.

T : denotes a collection of sampled points during a time-
cycle.

T represents a collection of sampled points in the inves-
tigated time period. Our assumption is that all related alarms
appear during a short time window after an anomaly occurs.

Py :is the collection of performance state samples in T

In a real enterprise context, a performance state is unlikely
to be exactly identical to its historical values, since the value
of pk may change overtime. However, we can consider it
normal if p£ remains in a range around the previous state. In
our solution, we do not set a fixed range value to determine
whether a component is anomalous or not, instead we assign
the component a weight based on its distance to its expected
normal state. If the component appears normal, it can be
pruned in Step 2.

More specifically, let p¥ denote the value of performance
counter of a component at time moment k in the time-cycle
i, where ¢, € T and i € H. We let PI’“{ denote the set
of performance samples in the investigated time period of a
consecutive cycles sets. Then we have:

Py = {pilk € [m,n],i € H} (1)

We define the baseline of a performance counter at time ¢y,

to be:
3 Pk — max(PE) — min(P})
T H H

Pk = 2)

H-2
Our purpose of subtracting the max and min value of P}
from the summation is to exclude the impact from performance
“churn” in the system.

We identify a component to be anomalous if its value of
pk is distinct from the baseline P*. The anomalous level of a
component can be computed as follows:

First, we measure their offset value Ay at time &k by com-
paring their performance status with theirs historical baselines.

Such that, o
A, || P
k r

We define k to be an anomalous point if Ay > 6, where 0
is the system defined anomaly threshold parameter.

* 10J 3)

Second, we compute the average of all anomalous offsets,
such that,
SH{ARIAE > 0}
Wi =t “
where M =3° \ ., 1is the total number of anomalous points.
We use WE to denote the weight of the functional com-
ponent F' which has a revocational relationship with business
component B. We are aware that the anomalous components
we get may contain false positives, and we will discuss it in
the next step.

B. Step 2:Fault propagation sequences analysis

The goal of this step is to exhaustively search for all
invocation sequences which contain anomalous components
as a propagation node. For example, in Figure 1, if Bl
is the alarming component and F'2 and F'6 are anomalous
components we get from Step 1, then there are 6 possible
fault propagation sequences sequences such as ({F2}, {B1}),
({F2},{F4}, {F1},{B1}), and ({F6}, {F4},{F1},{B1}).
To avoid excessive number of invocation sequences, we further
prune the components which are less likely to be anomalous.
We generate candidate sequences using the following steps:

e Pruning: We prune the components which have the
weight WI{? under a specific threshold.

o Fault propagation sequences generation: We use an
algorithm to calculate the propagation sequences that
start with the anomalous components and end with the
business components.

1) Pruning: The value of W can be used to represent the
level of anomaly for component F'.

We use a simple threshold 7,, to prune those components
of weight WE less than 7,. The threshold is assigned by
system managers based on theirs experience. The automatic
configuration of 7,, will be studied in our future work.

2) Fault propagation sequences generation: A complete
fault propagation sequence should start from a anomalous
component and end with a business component. The algorithm
of generating fault propagation sequences is described in
Algorithm 1.

Input:

« G=(V(B),E(V(B),B)) is the TCG of a specific busi-
ness componenet B, where V(B) is a set of functional
components related to B, E(V(B), B) are relationships
between all components related to B.

e fec ={c|c is an anomalous functional component}
is the collection of anomalous components .

o be = {c|c is an alarming component during T'} is a
collection of alarming business components we analyze.

o getParents(c) returns all components that invoke compo-
nent c.

Output:

o A list of probable fault propagation sequences.
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Algorithm 1 Fault propagation sequences generation
Input :G, fc,be
Output :a set of links
Set List < link > results < @
function getpathToHead(c;)
if ¢; € bc then
attach c; to link
if exists a link x in results & link is a subsequence of x then
return ;
end if
add link to results;
return ;
else if ¢; ¢ be && c¢; is business component then
return ;
else
for each component in getParent(c;) do
attach component to link;
getPathToHead(component)
remove component from link;
end for
end if
mainEntry:
for each component in fc do
getPathToHead(component)
end for
return results;

C. Step 3:Frequent sequential pattern mining

The purpose of this step is to select frequent sequence
patterns from many generated sequences. Frequent pattern
mining (FPM) [11] is a branch of Data Mining. We assume
that the root cause and subsequences of real fault propagation
sequences appear more frequently than other sequences or
components because they may be invoked by every alarming
business components.

There are many mature algorithms of FPM, such as
SPADE [15], PrefixSpan [13], SPAM [2], LAPIN, PLWAP
and so on. In our methodology, we choose SPAM because of
the following advantages [11]: 1) One-time database search;
2) Vertical projection of the database; 3) Better performance
for large datasets.

V. EVALUATION

In this section, we evaluate our proposed root cause analysis
system using real data from enterprise systems. Our evaluation
results demonstrate that our method can generate an effective
short list of most probable root cause sequences which pro-
vides the system managers guidance to identify root causes.

A. Experimental data

Our data is collected from one of the enterprise T’s monitor-
ing system. Enterprise T is one of the largest Internet service
providers which provides mass media, entertainment, Internet
mobile phone value-added services, and many other services.
In this paper, all experiments were performed on a 3.4GHz
Intel Core i7 PC machine with 4 gigabyte main memory,
running on Java platform with windows 7.

Our experiment data was collected from the data-gathering
platform. We collected outburst anomaly alarms on June Ist,

2014 and June 30th, 2014. There were 4 business com-
ponents, 21 monitoring endpoints (for different monitoring
dimensions), 80 functional components involved in alarms
burst on June 1st, 2014. There are in total 248 alarms of
different severities including 132 warnings and 116 critical
alarms. We use W(A) to represent the dataset of June 1st and
W(B) to represent the dataset of June 30th. The two datasets
consist of the business components’ alarms and performance
sampling of related functional components. The performance
we mentioned here is the combination of main KPI of the
functional components. All alarms have been analyzed by
system managers, and we know the actual root causes of all
anomaly alarms.

The first alarming dataset W(A) was caused by a server-
attack and the second alarming dataset W(B) was caused by
a traffic migration within one datacenter. Table I lists the
number of application-level business components (BS), the
total number of anomaly alarms (AA), the total number of
functional components (FC), total number of invocation paths
from functional components (CP), and the invocation com-
plexity of each dataset respectively. The invocation complexity
is the average number of invocation paths per functional
component. The larger the value, the more sequences we can
generate from Step 2.

TABLE I

‘ BS ‘ AA ‘ FC ‘ CP ‘ Invocation complexity

W(A)
W(B)

4
3

248
179

80
71

410
425

5.1
6

We can see from Table I that, although the number of busi-
ness components is few, the number of functional components
is much larger. The number of call paths reaches four hun-
dreds because of the complex invocation relationship among
components. Since the probable fault propagation sequences
are the combinations of different invocation paths, there can
be thousands of sequences generated by Step 2 using our
methodology in the real monitoring system.

B. Experiment setup

The input of the experiment include the datasets W(A) and
W(B), TCG, and the performance state history of the related
functional components. TCG is generated by system and stored
in a two-dimension array.

In Step 1, we use TCG to find out all functional components
related to the alarming business components, and get all the
performance records of these components during a time period
of two hours before alarming. The data is collected as tuple of
(Time, Value) with a time interval of one minute. We collected
120 tuples for each functional component.Then we obtained
the KPI of functional components during the same time period
of 2 hours for the previous 14 days (H). After that we analyzed
anomalous functional components with their weights through
the algorithm provided in Step 1.
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In Step 2, we firstly prune the anomalous components by
their weight (7, = 15), and then generate fault propagation
sequences using TCG and the pruned components.

Finally, through frequent sequential pattern mining de-
scribed in step 3, we get a list of suspected root causes and
fault propagation sequences.

C. Experimental results

We use labeled datasets W(A) and W(B) from T’s moni-
toring system to verify our methodology. In this section, we
will analyze the results from three steps of our methodology
correspondingly, discuss the relationships between functional
components and propagation sequences, and analyze how the
number of anomalous components affects the performance of
our methodology.

TABLE I

\ FC \ RFC \ GAC \ RC in \ IAC

W(A)
W(B)

80
71

31
28

45
40

Y
Y

23
21

1) Anomalous functional components mining: Through the
algorithm we described in Step 1 of our methodology, we can
get the list of probable anomalous components. Since the two
datasets were analyzed by system managers, we can use those
results as ground truth to evaluate the effectiveness of our
method. Table II shows the results of the performance, includ-
ing the total number of functional components (FC number),
the real number of functional components that are involved
in fault propagation sequence (RFC number), the number of
anomalous components generated by our methodology (GAC
number), whether the anomalous components we get contain
the root cause (RC in), and the number of “invalid” anomalous
components which are not included in real fault propagation
sequences (IAC number).

2) Fault propagation sequences analysis: We generate the
suspected fault propagation sequence by Step 2. The first step
is to prune components with weight less than 7,,. 7, is chosen
to be a moderate value 15. This value can ensure keeping most
of the components in real fault propagation sequence with a
low false positive rate, and pruning most of the components
which are likely to be non-critical. In our future work, we will
study the automatic configuration of 7,,.

3) Frequent sequential pattern mining: In this step, we first
mine the frequent sequential pattern from suspected sequences
generated from Step 2 using SPAM as the FPM algorithm. The
frequent sequential pattern can help system managers locate
root causes and find subsequences of propagation sequence.

Let R(A) and R(B) be the experimental results of W(A) and
W(B). Both R(A) and R(B) are a set of sequential patterns
made up by one or more components, and all the sequential
patterns are ranked by the frequency they appeared in the
sequences exported from Step 2. We analyzed the top 5 ranked
pattern from R(A) and R(B), finding that there are 3 and 2

TABLE III
W(A) W(B)
Sequences Sup | Sequences Sup
1| {Fal}) 65 | ({F2}) 57
2| ({Fa2}) 64 | ({Fel}) 55
3 ({Fa3h) 62 | ({Fel},{Fs2}) | 50
4 | ((Fal},{Fa2}) | 54 | ({FB3}) 43
5| ({Fal},{Fa3}) | 53 | ({Fp2},{Fp3}) | 43

sequential patterns of the top 5 containing the actual root
cause and all these sequential patterns are subsequences of
the real fault propagation sequences. The system managers can
locate the root cause by referring to the top n most supported
sequential patterns produced by Step 3.

D. Comparison with Baseline Methods

In the previous subsections, we evaluated our methodology
on T’s monitoring system with real monitoring data. However,
due to the particularity of this environment, we have not
found any other root-cause method in the literature that can be
adopted directly to this situation. In order to demonstrate the
effectiveness of our proposed method, we compare our method
with some baseline methods in this section. The baseline
methods [10] we chose include two algorithms that locate root
causes only, and one algorithm that finds both root cause and
subsequences of propagation sequence. They can be described
as follows:

1) Random Selection (RS): A human without any domain
knowledge may examine components in random order. We
simulate this behavior by issuing random permutations.

2) Components Weight Propensity(CWP): A natural way
for a human to find root causes is to compare the metrics in the
current and previous time windows and exam their difference.
We refer to this offset value as the root cause score of each
component.

3) Components Weight Subsequences (CWS): To find sub-
sequences of fault propagation sequence, we employ the
method of components correlation using a dependency graph.
For the root cause ranking score, we use ervery two compo-
nents and find their propagation sequence in the dependency
graph. Then, we rank the sequences by the sum of the root
cause scores of these two components.

To compare our Root Cause Sequences Finding (RCSF)
with the baseline methods, we require appropriate evaluation
metrics. Since all the methods provide a rank of components or
a rank of subsequences of fault propagation, we define the rank
of a component 7 with respect to an alarm a as r,(¢) and use
the indicator variable R, () to represent whether component
1 is the root cause of an alarm a or not (that is, either O or
1). To quantify the performance of each algorithm on a set of
alarms A, we use the following metrics:

Precision at top K (P@K) [10]: indicates the probability
that each of the top K components given by each algorithm
is actually the root causes of alarms. It is important that
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TABLE IV

Improvement Improvement
RS CWP | CWS | RCSF| compared compared
to CWP to CWS
P@1 | 0.042| 0.686 | 0.753 | 0.987 43.9% 31.0%
P@3 | 0.047| 0.748 | 0.693 | 0.932 24.6% 34.5%
P@5 | 0.043| 0.763 | 0.742 | 0914 19.8% 23.2%
MAP| 0.045] 0.749 | 0.712 | 0.969 29.4% 36.1%

the algorithm captures the final root cause at a small value
of K, thereby resulting in lesser number of components to
investigate. Here we use K = 1, 3, 5. More formally, it is
defined as

> Ra(i)

i:irq (1) <K

|A\Zm1nKZR (1))

(&)

Average Precision (MAP) [10]: quantifies the goodness of
a give ranking result by putting more weight on the higher
ranking results(where high rank component, which has lower
ra(i), means that this component is more likely to be a root
cause). For the number of components N, it can be formulated
as follows:

MAP—

Z > pak 6)

aEA 1<k<N

We evaluate RCSF and all the baseline methods on the
throughput data that collected from one of the T’s monitoring
systems. In Table IV, we show the result of the comparison
between our Root Cause Sequences Finding (RCSF) method
and other baseline methods. We can see that the RCSF method
outperforms the baseline methods by a large factor. The RS
method demonstrates the weakest performance because this
method only exams components in random manner and has no
scientific justification. The CWP method shows a performance
enhancement at a moderate pace with the increasing of K.
However, in our real environment, it is important that the
algorithm captures the final root cause at a small value of K.
The CWS method shows an unbalanced performance, which
may result in lower accuracy of the propagation sequence
that we found. Comparatively, the result of RCSF shows a
consistent performance and higher performance at P@1.

VI. CONCLUSION AND FUTURE WORK

In this paper we present a root cause sequence finding
method (RCSF) for enterprise systems where only application-
level business components have monitoring endpoints de-
ployed, but not functional components. Our methodology is
based on known dependency models about the whole system
with no time constraint. Our methodology analyzes compo-
nents’ performance state and use three steps to provide a
list of probable root causes of anomaly alarms. Our exper-
iment results based on real data sets demonstrated that our

methodology can provide an list of effective root causes and
subsequences of the fault propagation sequence which can help
the system managers identify root causes in their daily work.

One of our future directions of our work is to have automatic
configuration of the 7,,. The other direction is to locate the
root causes more precisely and automatically by analyzing
the frequent sequential patterns accompanied with the history
knowledge of fault propagation sequences.
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